HR, RECRUITMENT, AND EMPLOYEE MONITORING
Checklist – What to think about if you want to use an AI system
This practical checklist is designed and intended to help HR professionals assess internally, document, and approve the use of an AI system before deployment where personal data may be processed. 
Instructions for use: Tick each box when complete. Use the “Evidence/notes” column to record the decision, supporting documents, owner, date, and any residual risks or follow-up actions.
	Field
	Details


	Organisation/controller
	

	AI system/supplier
	

	Business owner
	

	Data protection owner/DPO
	

	Proposed deployment date
	

	Review date
	

	Overall status
	☐ Not started ☐ In progress ☐ Approved ☐ Approved with conditions ☐ Not approved




	Evaluating AI use cases 
	
	

	AI Use Case

	Is there a clear, documented problem this AI solves? Is a non-AI solution inadequate?
	

	Legal Basis 
	Does processing personal data have a lawful basis under DPJL? Has a DPIA been completed?
	

	Bias Assessment 
	Has the vendor provided demographic parity testing? What protected groups could be affected?
	

	Human Oversight 
	Who reviews AI outputs? Can employees request human review? Is there an appeals process?
	

	Data Minimisation 
	Does the tool collect only the minimum data necessary? Is retention defined and enforced?
	

	Explainability 
	Can HR staff explain to employees why a decision was made? Is the AI's logic interpretable?
	

	Pilot and Monitoring 
	Is there a phased rollout plan? Who monitors ongoing performance and flags issues?
	

	Exit Strategy 
	What happens if the tool is discontinued or found to be biased? Is data portable?

	

	Equality Check
	Has the use case been tested against equality/discrimination law tests (indirect discrimination, objective justification) not only data protection bias testing?
	



HR, RECRUITMENT, AND EMPLOYEE MONITORING
	Tick
	Check
	Why it matters
	Evidence/notes

	☐
	Identify whether AI is used to source or scrape candidate data from social media, professional networks, or other public sources.
	Sourcing AI may process personal data candidates did not provide directly and outside their reasonable expectations; lawful basis and transparency need specific consideration.
	

	☐
	Confirm whether the AI system ranks candidates, screens CVs, scores employees, monitors productivity, predicts attrition, or informs pay, promotion, discipline, or dismissal.
	Employment uses can significantly affect individuals’ livelihoods and usually require enhanced safeguards.
	

	☐
	Avoid relying on employee consent unless it is genuinely freely given.
	Consent is often inappropriate due to the imbalance between employer and employee.
	

	☐
	Tell candidates or employees before AI processing begins.
	Transparency must occur at the point of collection or before monitoring.
	

	☐
	Conduct bias testing across relevant groups.
	HR tools can reproduce discriminatory historic patterns.
	

	☐
	Ensure managers do not rely on AI scores without meaningful review.
	Human oversight must be genuine and documented.
	

	☐
	Distinguish covert monitoring from overt monitoring and require senior, documented sign-off for any covert monitoring.
	The bar for covert monitoring is much higher. It requires clear justification and should be the exception, not the default.
	

	☐
	Identify the specific categories of monitoring in use (keystroke logging, screen or webcam capture, email/chat content analysis, location/GPS tracking, productivity or idle-time scoring) and confirm whether monitoring extends to personal devices (BYOD) or to time outside contracted working hours. Is it monitoring the individual, or a device?
	Each category of monitoring carries different intrusiveness, and BYOD or out-of-hours monitoring raises proportionality concerns beyond monitoring of company systems during work time.
	

	☐
	Cross-check any scoring, ranking, or selection tool against equality/discrimination law, not only data protection bias testing.
	Discrimination issues may not be caught testing for data protection alone.
	



1. INITIAL AI DISCOVERY AND USE CASE DEFINITION

	Tick
	Check
	Why it matters
	Evidence/notes

	☐
	Check what AI features are already active in existing software.
	AI may be embedded or switched on by default in tools such as Microsoft 365, Google Workspace, CRM, HR, finance, monitoring, or case management systems.
	

	☐
	Describe the AI system and what it will do.
	The purpose must be specific, explicit, legitimate, and documented before deployment.
	

	☐
	Confirm the business need or problem the AI is intended to solve.
	AI should be necessary and proportionate, not used simply because it is available.
	

	☐
	Consider whether the objective can be achieved without AI or with a less intrusive tool.
	Data protection by design and default requires minimising unnecessary processing and risk.
	

	☐
	Identify whether the AI system is predictive AI, generative AI, embedded AI, agentic AI, automated scoring, profiling, or another form of automated processing.
	Different AI models raise different transparency, accuracy, security, and control risks.
	

	☐
	Identify all intended users of the AI system.
	Access and use should be limited to authorised staff with a legitimate need.
	

	☐
	Confirm whether the system will be used in a high-impact context, such as employment, finance, health, education, benefits, vulnerable individuals, complaints, data subject access requests (DSARs) and other personal rights requests, or regulatory decision-making.
	High-impact contexts usually require enhanced assessment, safeguards, and oversight.
	

	☐
	Identify whether the AI system sits in recruitment (e.g. sourcing, screening, interviewing) or in employment (e.g. monitoring, performance, disciplining) (or both) and record this against the relevant specific sections of this checklist.
	Use of AI systems in recruitment and in employment presents distinct risks (e.g. candidate fairness v. on-going surveillance) and should be assessed against the dedicated section below.
	


2. PERSONAL DATA MAPPING
	Tick
	Check
	Why it matters
	Evidence/notes

	☐
	Identify whether the AI system will process personal data.
	The DPJL 2018 applies where personal data is collected, analysed, generated, inferred, stored, disclosed, or otherwise processed.
	

	☐
	List the categories of personal data that will be input into the AI system.
	Inputs may include staff, customer, supplier, complainant, applicant, client, or service-user data.
	

	☐
	Identify whether AI outputs will relate to identifiable individuals.
	AI-generated scores, recommendations, profiles, classifications, summaries, risk ratings, or decisions can be personal data in their own right.
	

	☐
	Confirm whether the AI system will process unstructured data, such as emails, meeting notes, call recordings, chat logs, complaint files, or DSAR correspondence.
	Unstructured datasets often contain unexpected personal data and special category data.
	

	☐
	Identify whether special category data is involved or may be inferred.
	Health, biometric, ethnicity, political opinion, religious or philosophical belief, trade union, sex life, sexual orientation, criminal record, or alleged criminal activity data requires a Schedule 2 Part 2 condition.
	

	☐
	Identify whether children’s data or data relating to vulnerable individuals is involved.
	Additional protections and plain-language transparency are required where vulnerable individuals may be affected.
	

	☐
	Confirm whether personal data will be used for training, fine-tuning, testing, validation, prompting, retrieval, analytics, or model improvement.
	Use of personal data for model development can trigger additional purpose limitation, transparency, retention, and erasure issues.
	

	☐
	Confirm whether anonymisation or pseudonymisation is being relied on.
	Removing names or obvious identifiers may not be sufficient; re-identification risks must be assessed (is it reasonably likely).
	

	☐
	Map where data will be collected, stored, processed, accessed, backed up, and deleted.
	This is required for security, retention, individual rights, and international transfer assessments.
	

	☐
	Confirm whether biometric data is processed, e.g. facial and/or voice analysis, or emotion/tone detection in video interviews or monitoring tools.
	Biometric and emotion inference data is special category/potentially high risk, and its use is in this context is restricted or banned in some jurisdiction for use in an employment context. You must check what is/is not permissible based on your processing activity and where such is taking place.[footnoteRef:1] [1:  Art.5(1)(f) of the EU AI Act prohibits placing on the market, putting into service, or use of AI systems intended to infer the emotions of natural persons in the workplace (or in education institutions), except where the system is for medical or safety reasons.  The prohibition may therefore apply to employers acting as deployers of such systems.
The Act also has extraterritorial reach. Non-EU providers and deployers, including Jersey employers, should assess whether the Act applies where the output of an AI system is used in the EU. The position that “workplace” may include remote working or home-working environments should be verified against the relevant regulator guidance before relying on it. Those in contravention of the Act may be exposed to fines of up to €35 million or, for undertakings, 7% of global annual turnover for the preceding year, whichever is higher.
The prohibition concerns AI systems that identify or infer emotions or intentions on the basis of biometric data. It should be distinguished from systems that detect objectively apparent physical states, such as fatigue, where those systems do not infer emotions or intentions.  Input type (e.g. voice, face, gait, physiological signal, keystroke rhythm) require assessment by reference to whether they are used as biometric data to infer emptions or intentions.
] 

	


3. LAWFUL BASIS, PURPOSE LIMITATION, AND FAIRNESS
	Tick
	Check
	Why it matters
	Evidence/notes

	☐
	Identify and document the lawful condition for processing ordinary personal data under Schedule 2 Part 1 of the DPJL 2018.
	Processing must have a legal justification before it starts (Art.9 DPJL 2018).
	

	☐
	If relying on legitimate interests, complete and retain a legitimate interests assessment.
	The controller’s interests must not be overridden by individuals’ interests, rights, and freedoms.
	

	☐
	If relying on consent, confirm that consent is freely given, specific, informed, unambiguous, and capable of withdrawal.
	Consent may be inappropriate in employment, public service, or other imbalance contexts.
	

	☐
	If special category data is processed or inferred, identify and document the applicable Schedule 2 Part 2 condition.
	Special category data requires a separate and higher level of justification.
	

	☐
	Confirm that the AI use is compatible with the original purpose for which the data was collected.
	Reusing personal data for AI training or analytics may be incompatible with the original purpose.
	

	☐
	Assess whether the AI use is within individuals’ reasonable expectations.
	Unexpected AI processing may be unfair or insufficiently transparent.
	

	☐
	Assess whether the AI system could produce unjustified adverse effects on individuals.
	Fairness requires more than technical compliance; potential harm must be assessed and mitigated.
	

	☐
	Document the necessity and proportionality assessment.
	The organisation must be able to demonstrate why AI is appropriate for the stated purpose.
	



4. TRANSPARENCY AND PRIVACY INFORMATION
	Tick
	Check
	Why it matters
	Evidence/notes

	☐
	Update the relevant privacy notice before deployment.
	Individuals must be told, in clear and accessible language, that AI or automated processing is being used (see Art.12 DPJL 2018).
	

	☐
	Explain the purposes for which AI is used.
	Individuals should understand what the AI system does and why their data is involved.
	

	☐
	Explain the categories of personal data processed by the AI system.
	Transparency must cover the types of information used, including inputs and outputs.
	

	☐
	Explain whether the AI system makes, recommends, or substantially influences decisions about individuals.
	Individuals should understand the significance of AI outputs and how they are used.
	

	☐
	If automated decision-making is involved, provide meaningful information about the logic involved and likely consequences.
	Solely automated decisions with legal or similarly significant effects trigger enhanced obligations.
	

	☐
	Prepare plain-language explanations for DSARs, complaints, or customer service teams.
	Staff must be able to explain AI-assisted decisions and AI-generated outputs consistently.
	

	☐
	Ensure transparency materials are accessible to vulnerable groups, children, or non-specialist readers where relevant.
	Information must be intelligible to the people affected by the processing.
	

	☐
	Tell candidates specifically where AI is used at any recruitment stage (sourcing, CV screening, video-interview analysis, psychometric testing); explain in plain language the rationale/logic the AI applies and the factors it weighs; confirm whether the decision at that stage is solely automated and, if so, that the candidate has been told of their right to object to solely automated decision-making and to request human review; and confirm whether a non-AI route can be requested
	Candidates are entitled to more than notice that AI is "involved" Art.38 DPJL 2018 gives a right not to be subject to a decision based solely on automated processing where it produces legal or similarly significant effects, and separately, transparency obligations require meaningful information about the logic involved, not just its existence. 
	

	☐
	Establish a process for unsuccessful candidates to request the reasoning behind an AI-assisted rejection, in plain language.
	Candidates have a legitimate interest in understanding AI-influenced outcomes.
	


5. AUTOMATED DECISION-MAKING AND HUMAN OVERSIGHT
	Tick
	Check
	Why it matters
	Evidence/notes

	☐
	Identify whether the AI system makes decisions about individuals automatically.
	Automated decision-making can trigger Art.38 DPJL 2018 protections.
	

	☐
	Identify whether the AI system produces legal or similarly significant effects.
	Examples include employment shortlisting, dismissal, promotion, credit, insurance, benefits, service access, account suspension, or complaint outcomes.
	

	☐
	Confirm whether there is meaningful human involvement before any significant decision is made.
	A human rubber-stamp is not meaningful oversight. The reviewer must have authority and must exercise independent judgment.
	

	☐
	Document the human review process, including who reviews, what they review, and when they can override the AI output.
	The organisation must be able to demonstrate genuine oversight.
	

	☐
	Provide individuals with a process to request human intervention, express their point of view, and contest a decision where required.
	Individuals have specific rights in relation to solely automated decisions.
	

	☐
	Train human reviewers on the system’s limits, risk of automation bias, and when to escalate concerns.
	Human oversight is only effective if reviewers understand and challenge AI outputs.
	

	☐
	Record AI outputs and review decisions contemporaneously.
	Records are needed for DSARs, complaints, audits, and accountability.
	

	☐
	Where AI is used to support disciplinary, grievance or dismissal processes (e.g. summarising evidence, of highlight conduct patterns), confirm a qualified human decision-maker makes the final assessment/finding, independent of the AI summary.
	Disciplinary and dismissal outcomes can carry Employment Tribunal risk if oversight is not genuinely carried out and documented. 
	


6. DATA PROTECTION IMPACT ASSESSMENT (DPIA)
	Tick
	Check
	Why it matters
	Evidence/notes

	☐
	Decide whether a DPIA is mandatory or strongly recommended.
	A DPIA is required before processing likely to result in high risk, including systematic profiling, large-scale special category processing, or systematic monitoring. (See Art.16 DPJL 2018.)
	

	☐
	Complete the DPIA before procurement, configuration, or deployment is finalised.
	Risks must be identified and mitigated before the AI system goes live.
	

	☐
	Describe the AI system in the DPIA, including model type, supplier, training data, inputs, outputs, and intended use.
	A clear system description supports accountability and risk assessment.
	

	☐
	Include the lawful basis, special category condition, and purpose assessment in the DPIA.
	DPIAs should connect technical design to legal justification.
	

	☐
	Assess risks to individuals, including unfairness, discrimination, inaccurate outputs, loss of confidentiality, excessive surveillance, inability to exercise rights, or loss of human agency.
	AI risk is not limited to security; it includes fairness and individual impact.
	

	☐
	Identify safeguards and mitigation measures.
	Measures may include data minimisation, pseudonymisation, access controls, testing, bias audits, human oversight, and clear escalation routes.
	

	☐
	Consult the DPO or data protection lead before sign-off.
	Data protection expertise should be involved early. (You may always reach out to the JOIC even if the formal consultation threshold is not met. The earlier the JOIC is involved, the better, particularly if issues can be dealt with early on in the process.)
	

	☐
	If high risks remain unmitigated, consult the JOIC before processing starts.
	Formal consultation may be required where the DPIA identifies risks that cannot be adequately reduced.
	

	☐
	Set a DPIA review date and trigger events for reassessment.
	DPIAs should be living documents, especially where AI systems are retrained, repurposed, or materially changed.
	


7. ACCURACY, BIAS, DISCRIMINATION, AND TESTING
	Tick
	Check
	Why it matters
	Evidence/notes

	☐
	Assess the quality, relevance, and provenance of training, testing, and validation data.
	Poor or unrepresentative data can produce inaccurate or unfair outcomes.
	

	☐
	Test the AI system for bias, including indirect or proxy discrimination.
	Historical data can reproduce or amplify unfair outcomes.
	

	☐
	Test outputs across relevant groups, including protected or vulnerable groups where lawful and appropriate.
	Disparate impact may not be visible without structured testing.
	

	☐
	Define acceptable performance, error rates, and escalation thresholds.
	The organisation should know when the system is performing poorly or requires intervention.
	

	☐
	Confirm that AI outputs are not treated as factual without verification.
	AI-generated content can be incomplete, inaccurate, misleading, or fabricated.
	

	☐
	Put in place a process to correct or suppress inaccurate AI outputs.
	Individuals may exercise rights to rectification, erasure, restriction, or objection.
	

	☐
	Schedule regular bias and accuracy audits.
	AI systems can drift over time and must be monitored after deployment.
	

	☐
	Test CV-screening or candidate ranking tools for proxy discrimination based on factors such as postcode, school/college/university attended, gaps in employment history or names (which can be indirect indicators of a person’s age, race, social background or other protected characteristics, even where the tool does not use those characteristics directly). Also check whether game-style or psychometric assessments disadvantage neurodivergent or disabled candidates (e.g. through use of time-limits or formats that are harder to access/use).  
	An AI system can produce discriminatory outcomes without ever being told to consider race, gender, disability or other protected characteristics, because it can pick up patterns linked to them through other data. 
	


8. DATA MINIMISATION, RETENTION, AND RECORDS
	Tick
	Check
	Why it matters
	Evidence / notes

	☐
	Confirm that only necessary personal data will be processed.
	Data minimisation requires data to be adequate, relevant, and limited to what is necessary (Art.8(1)(c) DPJL 2018).
	

	☐
	Avoid uploading whole datasets, complete inboxes, entire complaint files, or full DSAR bundles unless necessary and justified.
	Bulk ingestion may create avoidable privacy, confidentiality, privilege, and security risks.
	

	☐
	Define retention periods for AI inputs, prompts, logs, outputs, scores, summaries, and profiles.
	AI-generated outputs about individuals should not be retained longer than necessary.
	

	☐
	Update the organisation’s record of processing activities.
	AI-driven processing should be reflected in accountability records.
	

	☐
	Ensure records are sufficient to answer DSARs (and other individual rights) and complaints.
	The organisation should be able to identify and retrieve AI-generated personal data relating to a specific individual.
	

	☐
	Define what will happen to prompts, chat histories, temporary files, embeddings, indexes, and audit logs.
	These may contain personal data and must be managed appropriately.
	

	☐
	Confirm that retention settings are implemented technically, not just written in policy.
	Deletion obligations must be operationally achievable.
	

	☐
	Define a specific, shorter retention period for unsuccessful candidate data and confirm deletion at the end of that period. Where a third-party platform or vendor carries out the screening, confirm the same retention period is enforced on their systems as well as the employer's own, and that the contract requires the vendor to delete or return the data (rather than retaining it for their own purposes, such as improving their product or training their own models).
	Rejected candidate data is commonly kept longer than it ought to be, and that risk extends to any third party processing it on an employer’s behalf. A retention policy that only covers the employer's own systems is incomplete if the vendor continues to hold, reuse, or repurpose candidate data after the employer believes it has been deleted.
	


9. INDIVIDUAL RIGHTS, DSARS, COMPLAINTS
	Tick
	Check
	Why it matters
	Evidence/notes

	☐
	Confirm that AI-generated outputs about individuals can be retrieved for DSAR purposes.
	Scores, recommendations, summaries, classifications, or profiles may be personal data.
	

	☐
	Prepare a process for explaining AI-assisted decisions in plain language.
	Individuals are entitled to meaningful information, not simply a statement that “the AI decided”.
	

	☐
	Confirm whether AI tools are used to assist DSAR or complaint handling.
	Use of AI in rights-handling workflows must remain accurate, transparent, and subject to human control.
	

	☐
	Ensure AI is not used to withhold, alter, summarise, or redact records without proper review.
	DSAR responses require careful legal assessment and auditability.
	

	☐
	Establish procedures for rectification, erasure, restriction, and objection requests involving AI outputs.
	AI systems may make these rights harder to action unless planned in advance.
	

	☐
	Decide how erasure requests will be handled where personal data has been used in model training.
	Full deletion from a trained model may be technically difficult; the organisation should document its approach and mitigation measures.
	

	☐
	Maintain an audit trail of AI-assisted rights handling and complaint decisions.
	This supports accountability, review, and regulatory response.
	

	☐


	Where a third-party platform carries out CV screening or candidate ranking, confirm the contract gives the employer the ability to retrieve, correct, or delete an individual's data and AI-generated scores on request, including data held by any sub-processors.
	The employer remains responsible for responding to a candidate's rights request even where a vendor holds the data; this must be operationally possible, not just promised in the vendor's marketing material.
	


10. SECURITY, CONFIDENTIALITY, AND INCIDENT RESPONSE
	Tick
	Check
	Why it matters
	Evidence / notes

	☐
	Complete a security assessment of the AI system.
	AI systems may introduce new confidentiality, integrity, availability, and model-specific risks.
	

	☐
	Apply access controls based on least privilege.
	Only authorised users should access personal data, prompts, outputs, logs, and model administration settings.
	

	☐
	Confirm encryption, secure hosting, logging, monitoring, and backup arrangements.
	Technical controls should be proportionate to the sensitivity and volume of data.
	

	☐
	Assess AI-specific risks such as data leakage, prompt injection, model inversion, membership inference, adversarial attacks, and unintended disclosure.
	AI systems can expose personal data in ways not seen in conventional software.
	

	☐
	Prohibit or control use of public-facing AI tools for personal data unless specifically approved.
	Inputs to public tools may be used for training or disclosed to third parties depending on the terms.
	

	☐
	Establish an incident response process for AI-related data breaches or system errors.
	Breaches likely to affect individuals’ rights and freedoms must be notified to the JOIC where required, normally within 72 hours (see Art.20 DPJL 2018 and out Guidance on Data Breaches).
	

	☐
	Ensure supplier breach notification obligations are included in the contract.
	The controller must be notified quickly enough to meet its own legal obligations.
	


11. SUPPLIER, PROCESSOR, AND CONTRACT CHECKS
	Tick
	Check
	Why it matters
	Evidence/notes

	☐
	Determine whether the AI supplier is a processor, joint controller, or independent controller.
	Roles and responsibilities must be correctly assessed and documented.
	

	☐
	Complete supplier due diligence before contracting.
	The controller must only use suppliers that provide sufficient guarantees of appropriate technical and organisational measures.
	

	☐
	Review the supplier’s privacy notice, AI terms, data processing terms, security documentation, and model training terms.
	Supplier terms may permit secondary use of personal data unless restricted.
	

	☐
	Put a written data processing agreement in place where the supplier acts as processor.
	Processor contracts must address instructions, confidentiality, security, sub-processors, assistance with rights, breach notification, audit, return, and deletion.
	

	☐
	Confirm whether the supplier uses customer data, prompts, outputs, or logs to train or improve its own models.
	This may be incompatible with the controller’s purposes or transparency information.
	

	☐
	Confirm sub-processors and cloud providers, including their locations.
	Sub-processing and hosting locations affect risk and international transfer compliance.
	

	☐
	Include audit rights, liability provisions, service availability, change control, and restrictions on unilateral changes.
	AI services can change rapidly; contracts should control material changes and preserve exit rights.
	

	☐
	Confirm what happens if the supplier is acquired, becomes insolvent, discontinues the AI product, or changes its terms.
	Business continuity and data protection obligations should be protected in foreseeable exit scenarios.
	

	☐
	Confirm whether the CV-screening or candidate-ranking vendor uses candidate data, prompts, or outputs to train, fine-tune, or improve its own models, and confirm whether deletion is technically achievable if it does. Identify any sub-processors or further third-party AI tools used within the vendor's screening process.
	Where candidate data has been used to train a vendor's model, full deletion may not be technically possible; the employer needs this documented and an agreed mitigation approach before data is shared, not after a deletion request arrives. Sub-processors are a common blind spot, as retention and deletion promises are only as strong as the weakest link in the chain.
	


12. INTERNATIONAL TRANSFERS AND HOSTING
	Tick
	Check
	Why it matters
	Evidence/notes

	☐
	Identify all countries where personal data will be stored, accessed, supported, backed up, or otherwise processed.
	AI suppliers may use distributed cloud hosting and support teams in multiple jurisdictions.
	

	☐
	Confirm whether any personal data will be transferred outside Jersey.
	International transfers must comply with the DPJL 2018 transfer requirements (see Part 8 DPJL 2018).
	

	☐
	Check whether the destination country has an adequacy arrangement relevant to Jersey.
	Adequacy status affects what transfer mechanism is required.
	

	☐
	Where required, implement an appropriate transfer mechanism before deployment.
	Standard contractual clauses or other safeguards may be needed and may require Jersey-specific adaptation.
	

	☐
	Assess whether support access, telemetry, logs, or model improvement data involve international transfers.
	Transfers may occur even if the main hosting location appears local.
	

	☐
	Document the transfer assessment and retain it with the DPIA and supplier file.
	International transfer decisions must be demonstrable.
	


13. GOVERNANCE, POLICIES, TRAINING, AND SHADOW AI
	Tick
	Check
	Why it matters
	Evidence / notes

	☐
	Assign a senior accountable owner for the AI deployment.
	Accountability requires clear ownership and escalation routes.
	

	☐
	Consult the DPO or data protection lead at an early stage.
	Data protection advice should inform procurement and configuration, not only post-deployment review.
	

	☐
	Update internal AI, data protection, information security, acceptable use, procurement, and records management policies.
	Staff need clear rules on approved AI use and prohibited activities.
	

	☐
	Train staff who will use, configure, approve, or supervise the AI system.
	Training should cover personal data, special category data, bias, confidentiality, DSARs, complaints, and limits of AI outputs.
	

	☐
	Implement controls to prevent unapproved use.

	Unapproved AI use can bypass security, contractual, and transparency controls.
	

	☐
	Establish escalation routes for inaccurate, biased, harmful, or unexpected AI outputs.
	Staff must know how to pause use and escalate problems.
	

	☐
	Record approval decisions and conditions of use.
	Accountability requires documented sign-off and operational controls.
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